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Main contents in this lecture

Gradient descent with Polyak's momentum

Gradient descent with Nesterov's momentum

Anderson acceleration

Lower bound and optimal algorithms
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Gradient descent

Recall the unconstrained minimization problem

min  f(z)

z€RA

= Gradient descent recursion:

Tr1 = 2 — YV f (k)

= When f(z) is convex and L-smooth, GD converges at rate O(L/k)

= When f(z) is further p-strongly convex, GD converges at O((1 — £)¥)
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Gradient descent can be slow

= Gradient descent can be very slow for ill-conditioned problems

= For example, GD converges very slow when /L is sufficiently small!

Figure: GD converges slow for ill-conditioned problem

1Image is from https://github.com/jermwatt/machine_learning_refined
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https://github.com/jermwatt/machine_learning_refined

Gradient descent with Polyak’s momentum

e We have to alleviate the “Zig-Zag" to accelerate the algorithm

e Polyak’s momentum method, a.k.a, heavy-ball gradient method
2k = xh—1 — YV f(xp—1) + B(xp—1 — TR—2)

where 8 € (0,1) is the momentum parameter

Figure: Momentum can alleviate the “Zig-Zag"
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Gradient descent with Polyak’s momentum

e We have to alleviate the “Zig-Zag" to accelerate the algorithm

e Polyak’s momentum method, a.k.a, heavy-ball gradient method
Tk = Th-1 — YV f(@e-1) + B(Tr-1 — Tp—2)

where 8 € (0,1) is the momentum parameter

Figure: Momentum can alleviate the "“Zig-Zag"
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Boris Polyak

Boris Polyak (1935—2023)
Russian mathematician

Polayk's momentum; stochstic gradient
descent; stochastic averaging
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Gradient descent with Polyak’s momentum
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Figure: GD v.s. Polayk momentum
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Gradient descent with Polyak’s momentum

e Very intutive that Polyak’s momentum can work

e But can Polyak’'s momentum theoretically improve the convergence? Yes!
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Polyak’s momentum leads to theoretically faster convergence

Consider the following toy example:

mzin flz) = %xTAﬂc where A = [ ﬁ Z ] (1)

Apparently, f(z) is L-smooth and pu-strongly convex

Gradient descent solves the above problem at rate O((1 — /L))

Very slow when p/L = 0, say /L = 0.01.
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Polyak’s momentum leads to theoretically faster convergence

e Gradient descent with Polyak's momentum:

Tpt1 = Tk — YATE + B2k — Th—1)

e With an additional equality xx = xx, we can rewrite the recursion as

][ ]

T I 0 Tr—1

X1 A X

Therefore, we rewrite the heavy ball gradient method into a linear system.
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Polyak’s momentum leads to theoretically faster convergence

e Given the above matrix A, there exists a permutation matrix P such that

A1 0 -
A_P[O AQ}P (3)

where PPT =T and
1 — — _ _
A = +8—L - Ay = 1+8—yu -8B
1 0 1 0
e A; and As can be eigen-decomposed as follows

A = U1A1U1_1 where A1 = diag{ 11, A2}
Ao = UgAgU{l where Az = diag{ 21, A2z}

where A11 and A1z are the eigenvalues of A1, and A21 and A2z are the
eigenvalues of A,
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Polyak’s momentum leads to theoretically faster convergence

e Substituting the above eigen-decomposition into (3), we get
-1
A_p Ui 0 A O U] 0_1 pT
0 U 0 Ao 0 U,

U A Uu-1

e Substituting the above relation into (2), heavy-ball GD becomes
Xp41 = UAU 'xp

where U is an invertible matrix and A is a diagonal matrix

o Left-multiplying U~! to both sides of the above recursion, we have
Yi+1 = Ayg

where y = U xp.
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Polyak’s momentum leads to theoretically faster convergence

e In summary, the heavy-ball GD method (2) becomes
Vi1 = Ayr = A'y1
which further implies that

yreall < IA® [yl = max{[ A ]*, [Aa2]*, [Aar]*, Aoz ]* iy |

e Due to the definition of A\, we have

N CEY EROE Vi
11 —

1+8—~L)?2—-48
52

=1,2

N |~

(1+8—yu) £/

1+ 2_4
B =) 5,1‘:1,2

N |~

A2 =
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Polyak’s momentum leads to theoretically faster convergence

o When (148 —7L)* — 48 <0, we have |A11] = [\i2| = VB, ie.,

MS’YS% = [Aul=|al=/8

L
e Similarly, when (14 8 — puL)? — 453 < 0, we have |Aa1| = [Aaa| = /B, e,

%S’VS% — ‘)\21|:|)\22‘:\/B

e With the above relations, we have

(- \ﬁ? <1+xf>2
{ [(1 \<f)2 (1+\f)z] = yenll < (\/B)k”y’“”

v e
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Polyak’s momentum leads to theoretically faster convergence

(1-/B)? _ (1+/B)? VI-VE
e Due to " < Y——, we have /(3 > VA

_ 2 2
e When /3 = g;g and v = & \f) - “*L‘/E) , it holds that

VL — /i\k
m) ||Yk||

Iyl <

e Since [xx|| = [[Uyxll < [[U[[lly]
the heavy-ball gradient method when solving (1):

el < fxesa] < |U|||U1||(M)kll>ﬂ” =o(a- /1)

, we finally achieve the convergence rate of

where | U||, [U™}|| and ||x1]| can be regarded as constants.
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Gradient descent v.s. heavy-ball method

e Consider the optimization problem

L
min  f(x) = l:cTAm where A= 0

e Comparison between gradient descent and heavy-ball method

Convergence rate lteration complexity

Gradient descent O((l — %)k) O(% log(l/e))
Polyak’s momentum O((l — \/%)k) O(\/%log(l/e))

e Heavy ball is significantly faster than gradient descent for ill-conditioned
problem with large L/u; momentum accelerates gradient descent!
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Drawbacks in heavy-ball method

e The accelerated rate of heavy-ball method can only be theoretically

established for quadratic optimization algorithms

e |t is unknown whether heavy-ball can theoretically outperform gradient
descent in problems other than quadratic optimization problems

e |n practice, heavy ball is always faster than gradient descent

18 /34



Gradient descent with Nesterov’'s momentum

e Gradient descent with Nesterov’'s momentum, a.k.a, Nesterov accelerated
gradient (NAG) method

Yeo1 = Tp—1 + B(Tr—1 — Tp—2)

Tk = Yr—1 — YV f(ye-1)

where 8 € (0,1) is the momentum parameter

Figure: Nesterov method can alleviate the “Zig-Zag"
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Yurii Nesterov

Yurii Nesterov (1956—)
Russian mathematician
Boris Polyak’s student

Nesterov acceleration
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Gradient descent with Nesterov's momentum
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Figure: GD v.s. various momentums
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NAG Convergence under smooth and convex setting

Theorem
When f(x) is convex and L-smooth, if B = (k —2)/(k+1) and v =1/L, it
holds that

far) -1 =0(5)

Recall that vanilla gradient descent converges at rate O(L/k)

It is observed that NAG is theoretically faster in convergence rate
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NAG Convergence under smooth and strongly-convex setting

Theorem

When f(x) is p-strongly convex and L-smooth, if B = (VL — \/i)/ (VL + \/z)
and v =1/L, it holds that

fa) - £ =0 (a-/Ey)

. . uNk
Recall that vanilla gradient descent converges at rate O ((1 - ) )

It is observed that NAG is theoretically faster in convergence rate
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Gradient descent v.s. NAG

Method Convexity Rate Complexity
GD Convex O(L/k) O(L/e)
Strongly convex  O((1 — £)%) O(% log(1/€))
2
NAG Convex O(L/k?) O(L/+\/¢)
Strongly convex  O((1 — \/%)k) O(+/ £ 10g(1/e€))

NAG is theoretically faster than GD in convex scenarios, especially in

ill-conditioned scenarios.
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Is there an even faster algorithm than NAG?

e Is there any algorithm that can converge theoretically even better than NAG?

e [s it possible to use more historical gradients and variables to produce a
better algorithm than NAG?
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Many researchers have thought about it

e Anderson acceleration updates x;41 using m + 1 historical variables:

m m

Th41 = Za?mk—i = Z ay (xk—i—l - vvf(xk—i—1))

=0 =0

where {af}7~, satisfies > " af = 1.

e To choose proper {af}{”zo, Anderson acceleration uses the following metric:

min [V Ge)l? = V(Y akwi )P st Dab =1

kim
(e }iZo i=0 i=0

which is typically difficult to solve.

e Instead, Anderson acceleration proposes an easy approximate problem

m m
min | Y afVi@e-)?, st Y af =1
{akym , °
iJi=0 i=0 i=0
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Anderson acceleration: algorithm

o Let G* = [Vf(zy), -, Vf(xr—m)] € R Anderson acceleration is
o = arg min {[|G* o’} (4)
al! a=1
Tk4+1 = Zafm—i
i=0

e Problem (4) has a closed-form solution if G* has full column rank, we leave

it as an exercise.

e Compared to NAG, Anderson acceleration uses more historical variables. It is
supposed to be faster than NAG.
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Anderson acceleration: experiment
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Figure: The figure is from (Mai and Johansson, 2020). The left figure is for a
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Anderson acceleration: experiment
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Figure: Convergence comparison
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Lower bound
e Is Anderson theoretically better than NAG? No, it is not!

e |s there any algorithm theoretically better than NAG? No, there is not!

Theorem (Lower bound (Nesterov, 2003))

For any first-order algorithm satisfying
Tt € o + Span{vf($0)7 Vf(afl), T 7vf($t—1)}7

there always exists some convex and L-smooth f(x) such that

« s 8Lllwo — 2|
flze) — f ZW

It implies the rate O(L/k?) cannot be improved. Similarly, the rate
O((1 = v/u/L)*) in the strongly convex scenario cannot be improved
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NAG has optimal convergence rate

Method Convexity Rate Complexity
GD Convex O(L/k) O(L/e)
Strongly convex  O((1 — £)%) O(% log(1/€))
2
. Convex O(L/k?) O(L/+e)
Strongly convex O((1 — \/%)k) O(4/£10g(1/¢))
Convex Q(L/k?) Q(L/+/€)
Lower bound
Strongly convex  Q((1 — \/%)k) Q(y/ £ 1og(1/¢))

NAG has achieved the optimal rate and compelxity; it cannot be improved

Anderson typically outperforms NAG in most practical problems, but, for the

worst-case problem, it cannot be faster than NAG
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Wait! What about non-convex problem?

Method Convexity Rate Complexity
Non-convex O(L/k) O(L/e)
GD Convex O(L/k) O(L/¢)
Strongly convex  O((1 — £)%) O(% log(1/€))
NAG Non-convex O(L/k) O(L/e)
Convex O(L/K?) O(L/+e)
Strongly convex O((1 — \/%)k) (ot ﬁlog(l/e))
Non-convex Q(L/k) Q(L/e)
Lower bound
Convex Q(L/k?) Q(L/+/e)

Strongly convex

NAG and GD has the same rate and complexity in non-convex scenarios
(Carmon et al., 2020); GD is optimal and cannot be improved!
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Summary

e Polyak's momentum and Nesterov's momentum can accelerate gradient

descent for convex problems

e Nesterov's accelerated gradient method is the optimal first-order algorithm;
it reaches the fastest theoretical rate

e Anderson acceleration uses more historical states and performs well in

practice; in theorty, it cannot outperform NAG in the worst-case scenario
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